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Abstract 
 
This paper is designed to test and evaluate different Evolutionary Computational techniques for 
cars in a racing simulator. The experiments in this paper focus on different selection, crossover 
and mutation methods and look at how these affect the population, when evolving with a fitness 
of Top Speed. All tests have been completed using The Open Racing Car Simulator (TORCS) 
and look at the average Top Speed for each test over eighteen generations. I also delve into the 
best individuals for each test to see how these are affected as well. 
 
The results show that using Elitism with Roulette Wheel Selection and halving the standard rate 
of mutation seems to have the best impact on the average and best Top Speeds. This was also 
true for distance raced and damage taken which was only measured for the best individuals. 
 
1. Introduction 

1.1 Technology Overview 
 
 
 
Evolutionary Computation (EC)/ Genetic Algorithms is/are a process that uses 

exploitative and explorative computational techniques to create a fitter population, where fitness 
is determined by the goal of the system. A great quote from Michalewicz about Genetic 
Algorithms “Genetic Algorithms are a class of general purpose (domain independent) search 
methods which strike a remarkable balance between exploration and exploitation of the search 
space”[6]. These techniques can be summarised into three categories which are selection 
(exploitation), crossover (explorative) and mutation (explorative). These three techniques 
focus on improving a population's fitness over many generations which should see great 
improvements early on, and slowly taper off as more generations are improved. The population 
can eventually become overtrained leading to a decrease in fitness and a worse ability to 
generalise. An object, like a driver, would use generalisation on a new race track to know what it 
should do next (e.g. turn, brake, accelerate). Genetic Algorithms usually flourish with a high 
population, this is because having more individuals offsets any outliers that are found when 
evolving. 

 
Exploitation in EC terms refers to “visiting those regions of a search space within 
the neighborhood of previously visited points” [1]. When using selection in a genetic algorithm 
we are trying to grab the best of the population, based on fitness, to ensure that we are already 
at a good starting point. This is then furthered with the use of exploration by changing parts of 
individuals to hopefully get a fitter individual. Exploration looks at searching outside of already 
defined search areas, in areas that are entirely new. When using crossover and mutation in a 



genetic algorithm we are searching in new areas so that the population does not stagnate and 
reach its maximum fitness prematurely. Without explorational techniques generations would 
reach a much lower maximum fitness than they would with them. Exploration can be defined as 
“a new population is generated by slightly changing the ANN-encoding genotypes (mutation) or 
by combining multiple genotypes (cross-over)”[4].  

 
The three computational techniques mentioned above have many approaches that will likely 
give varying results of success if applied properly. A few examples of Selection include Roulette 
Wheel Selection (RWS), Elitism and Steady State EC, these examples can be used together. 
When using RWS in a selection technique, the individuals with a higher fitness are more likely to 
be chosen, however weaker individuals can still be chosen. Although this might not seem logical 
to have a chance to keep weaker individuals from a population, there can be benefits from this 
as after crossover and mutation is applied the individual could be a strong individual. When 
using this technique there is still a possibility of throwing away the strongest individuals.  
 
Elitism is a different approach to selection, that is used to keep the strongest individuals from 
the population and ensure they remain in the population. Even though you may save five of the 
best individuals from the first generation, this does not mean that they will still be in generation 
five. This is because with each new generation the technique will choose the five strongest 
individuals (or however many were specified) from the new generation and use those in the 
Elitist technique.  After crossover and mutation has been applied if the strongest individuals are 
not present in the new generation they will be added back in, this can be done randomly or by 
replacing the weakest individuals. Randomly replacing individuals could potentially get rid of the 
new strongest individuals. 
 
Crossover is a technique used to create two children individuals from two parent individuals. 
This process is done, almost as the name suggests, by swapping over part of the parents' 
genes with each other to create the two children. Typically, one of the parents becomes the 
average between the two of the parents, i.e if gene one was 0.5 on parent 1 and 0.7 on parent 
2, parent 1 would be averaged to 0.6. This would happen for every gene in parent one. After 
parent 1 becomes an average of both parents, a crossover point is decided and parent 1 will 
swap data from that crossover point with parent 2. If the crossover point was in the middle of all 
the PhenoTypes then Parent 1 and 2 would swap the second half of their genes. Crossover 
doesn’t happen for every couple of parents in the generation as there is usually a seventy 
percent chance for crossover to happen per couple. 
 
The final computational technique is Mutation and it is used to further change the new children 
in the generation to keep each generation genetically diverse. Mutation alters, on average, one 
gene per individual as the mutation chance is one over the amount of genes, making it likely 
that at least one of the genes are mutated. Some things to consider when mutating is the step 
size and whether that is going up or down against the chosen gene. Using a random gaussian 
value between -1 and 1 will allow for a smaller step size on average and will allow the gene to 
reach low and high values.  



 
Some more advanced versions of mutation algorithms focus on trying to increase and decrease 
step sizes at certain intervals, where one mutation algorithm might have small step sizes for the 
first ten generations and then big step sizes for the last ten generations. 
 
After these processes take place the fitness of the population is evaluated and determines 
which of the individuals are the most successful. This is done by assigning a score to each 
individual based on their performance in a task, for example the individual with the Top Speed 
will be assigned the fittest individual if we are looking for the fastest individual.  
 

 
1.2 Related Work 
 
From as early as the 1950’s the development of programs capable of playing games has 

been a major focus point of research for Artificial Intelligence researchers. During this early 
period of development, researchers were looking into simple board and card games like chess 
and poker, with an initial success in 1959 from Samuel who created a program that could play 
against a human opponent in a game of checkers.  

 
By the 1990’s programs were starting to beat world champions at their respective games, with 
“Chinook” beating the world checkers champion in 1994. With more complex games including 
poker it is much more difficult to make a proficient program that can beat good players. 
However, a program in 2002 “Loki” was created that could give poker players an intermediate 
level of challenge.  
 
From the late 1990’s this type of machine learning was starting to be developed for more 
complex AI sub-systems to allow opponent agents to provide challenge, rather than dumb 
behaviour, to players. However, most of these systems provide “static game agent 
responses”[2] that are very similar every time. This doesn’t provide much in the way of different 
experiences and can’t provide the same enjoyment of playing against a human opponent as the 
challenge isn’t as hard. 
 
We know that this is a great technique used in racing games, that allows the player to get a 
good challenge against the AI controlled cars. This is usually modified to give more challenge 
when the player is doing very well and less challenge when the player is doing badly. Recently 
Forza has developed a machine learning program that identifies how each player drives around 
when they are playing, this takes some time to calibrate. After it is calibrated though, players are 
able to challenge their friends when they are not online, they will then play against an AI that 
has learned how to race like your friend.  
 
This technique is also used in other genres of games to give similar effects, in an action 
adventure game an enemy agent may run away if your game agent is too high a level or has the 
best equipment that is available in the game. This is also used in first person shooters where if 



an enemy game agent takes too much damage they are more likely to stay in cover or run 
away, and if the playable game agent is low on health enemy game agents may rush him/her.  
 
Some more recent techniques look at learning from mistakes and player inputs, where if a 
player uses a certain strategy one time, it will learn that strategy and try to stop the user from 
using this strategy. In a game like fighting game this could mean that the AI controlled game 
agents would notice if a player kept pulling off the same combination of inputs. Where the player 
may roll towards the enemy and punch three times and kick once, the AI would learn this and 
stop this from happening, maybe by rolling out of the way whenever the player rolls. 
 
It is suggested by research that the complexity of AI in games drastically increases sales in 
video games around the world, “artificial intelligence has increasingly become one of the most 
critical factors in determining the success of a video game”[3]. This is likely due to the variety of 
situations that can arise in these games, meaning that users are less likely to get bored as 
different situations and experiences are happening with enemies, keeping the experience fresh 
and fun. The players' opinion of a game is thought to be a product of the interactions that they 
can take throughout the environment, where the opinion is likely to be better when the game is 
dynamic, diverse and nondeterministic. There are obviously several other factors that 
determines a player's opinion on a game but this is thought to be one of the highest. 
 
A game that focuses on explicit learning that is controlled by the player, Black and White, sees 
the player as an almost god like entity, who controls a population of civilians and also a pet that 
can be trained to be peaceful or aggressive. This game uses online learning which is thought to 
enhance learning dynamically from mistakes and player strategies to give the player a more 
engaging experience that would differ from everyone else's. 
 
This process has also been used in Real Time Strategy games with Spronck and Ponsen 
(2008). “This work uses genetic algorithms to generate strategies for real time strategy 
games”[5]. Real Time Strategy games are some of the most demanding games from real 
players and have many different strategies available to use. Having an AI decide this on the fly 
is an amazing testament to how well Genetic Algorithms work and what they can achieve in the 
future. 
 
One of the main concerns of using an online learning environment is the undetermined 
characteristics that some AI could have. This could provide a weird and unrealistic gameplay 
experience for several players if some generations evolved with unconventional behaviours. It 
could be argued that this would make the game more dynamic and entertaining in certain 
situations, however, imagine where a generation evolves a characteristic to run away whenever 
the player shoots a bullet, this would make the game extremely weird, unchallenging and not 
very fun. This is an extreme example but is used to show how this could affect a player's 
experience. 
 



Without the initial progress made for AI that could play board games, it is unlikely that 
researchers would have tried to create AI solutions using machine learning. Therefore, this 
initial progress is highly responsible for generating innovative machine learning techniques. This 
then allowed the emergent video games industry to thrive and give custom different experiences 
to players across the globe. This would not be possible without machine learning techniques as 
AI would run set patterns, ruining any replay-ability that the game would have had before. 

 
2. Experiments and Results 
 
Experimentation in this document has been done to test how different exploitative and 
explorative techniques can have different effects in a Genetic Algorithm. These tests have been 
conducted using The Open Racing Car Simulator (TORCS), which is used to test each 
individual on a track to record its fitness. The fitness is then used in the Genetic Algorithm to 
determine certain outcomes for that particular individual. 
 
In TORCS the driver remains the same and the car is what we are evolving, with a list of 
twenty-two parameters that can be altered if needed or wanted. In these experiments we will be 
evolving twelve of these parameters, which include the brakes, gearbox ratios and the front and 
rear wings. The remaining ten parameters were set to a default value of 0.5 and could not 
change throughout all of the tests. I chose these parameters to evolve as I believed them to be 
the most influential components of the car that would affect the Top Speed, our fitness measure 
during all testing.  
 
When using TORCS we were constrained due to its programming. The program has a 
maximum number of tics until the game and server are unable to communicate anymore. The tic 
count is at 100,000 and with the game running at sixty frames per second this gives us 
approximately twenty-seven minutes of time for each test. This meant that for the experiments I 
had to find a good balance between the population size, amount of generations and time per 
individual tested. These were set to a population size of fifty, generation count of eighteen and a 
timer of ten seconds per individual to be tested. This allowed for population diversity over its 
many generations, allowing enough time to evolve and enough track time to be tested well. The 
only problem with this is that each car does not start at the same point, meaning the fitness 
measure could be rendered somewhat obsolete in some cases. As the best individual might 
start in a terrible place. 
 
All experiments will be kept fair by not changing more than one thing in any instance. In all 
experiments we are measuring the fitness as Top Speed and the mutation method stays the 
same throughout. The crossover method also stays the same throughout all experiments, 
however, in one test crossover is deliberately not used. Selection techniques will only change 
between Roulette wheel selection and Elitism. 
 
Experiment One 
 



Experiment one looks at the differences of using a simple Genetic Algorithm (GA) with and 
without a recombination method. For this experiment I used Roulette Wheel Selection and a 
standard mutation algorithm with a one in twelve (number of parameters evolved) chance of 
mutation occurring and a scale of 0.02. The recombination method that was used in the test with 
crossover uses a double point crossover technique.  
 
As Figure 1 displays, the difference between using crossover and not using it is quite 
tremendous. When no crossover is used at all we can see that the generations become fitter on 
average much faster than those that are evolving with crossover. This is due to the lack of 
explorative techniques, where selection is having a predominant role in the evolutionary 
process. We can also see that the fitness starts  
   

 
to stagnate very quickly, 
comparatively to the generations 
using crossover who are getting 
fitter much slower but don’t show 
any signs of stopping as they are 
able to explore unsearched areas 
that will, sooner or later, get better 
results.  
 
 
 
 

      Figure 1: A look at the difference between Genetic 
                Algorithms with and without Crossover 
 
Experiment Two 
 
Experiment two looks at the difference between the use of Roulette wheel selection without 
Elitism and the Roulette Wheel Selection with Elitism. The experiment used double point 
crossover and standard mutation for both tests. 
 
My Elitism algorithm holds the data of the top ten percent of individuals, allows for crossover 
and mutation of those individuals if they get the correct chance to. However, after the fitness 
has been calculated for everyone in the generation, I will search the population for each of the 
Elites stored (in a different list) and if they are not there (as they have been mutated/crossed 
over in some way) I will replace the weakest individual with the lowest fitness. This allows for the  
strongest individuals to stay in the population, taking a more exploitative approach to evolution. 
 
  
 



Figure 2: A look at the difference between Roulette  
                        Wheel Selection and Elitism 

 
However over other Elite selection 
methods this technique allows for 
the explorative techniques to 
evolve the best individuals, 
making possibly stronger, fitter, 
individuals. 
 
From the results (Figure 2) we can 
see that Elitism allowed the 
individuals to evolve fitter, more 
quickly but over the course of the 
eighteen total generations, Elitism 
barely beats standard RWS in 

terms of average fitness. Even though Elitism was allowed to mutate and crossover, ensuring 
that the best individuals were kept made no difference at the end of eighteen generations. 
 
Experiment 3 
 
Experiment three looks at the differences in evolution when the mutation rate is changed. We 
will look at a one in twelve chance (one mutation per individual), one in six chance (two 
mutations per individual) and a one in twenty-four chance of mutation (one mutation in every 
two individuals). The experiment consistently used the same mixture of RWS and Elitism for 
selection as well as a double point crossover technique. The mutation technique stayed the 
same throughout all experiments as well, only changing the chance of mutation.  
 

Figure 3 shows us that the 
mutation rate has a definite 
impact on the average fitness of 
the population over generations. 
We can see that the higher the 
rate of mutation we get a high 
average fitness almost 
immediately but slowly the 
population becomes less fit as 
more and more genes of each 
individual are changed. We can 
see that on the other side of the 
spectrum that with a lower 
mutation rate, that the population  

           Figure 3: A look at different mutation chances 



take longer initially to start becoming fitter but grow much faster in the long term. 
  
 
 
  
 
The Best Individuals From Each Test 
 
After each test, data was recorded of the best individual that occurred throughout all of the 
generations and was stored in a text file. I was then able to load the file into TORCS to have 
that individual race around the track. I then tested this individual on two other tracks, to see how 
it would perform having not trained on them. The track Speedway was the track that was used 
to train the generations up and consists of an oval ring that is an easy experience. The next 
track was Alpine one and this road is a lot more complex with different turns and narrower 
roads. The final track, Dirt 2, is the most difficult track as it introduces a different track material, 
sand, that is difficult to balance on, whilst also adding several bumps in the road that can cause 
major damage to the individual. 
 
 

As we can see from Figure 4 the 
best individuals top speeds were 
very similar in almost all cases 
with only slight drops in 
performance from the badly 
evolved one in six chance of 
mutation. Although the data sets 
suggest that the average fitness 
deviates much more than this 
image (Figure 4) shows, this 
doesn’t account for the top 
individuals in the population. 
 
  

                Figure 4: Top Speed of Best  Individuals 
  
Figure 5 shows us that there is a bit more of a variance in the distance raced for the best 
individuals. Even though the top speeds are very similar, distance raced would be based on 
average speed as opposed to the top speed reached. This simply means the individuals that  
 
travelled further had a higher average speed. From the data we can see that cars performed 
excellently on the Speedway, on which they were trained, and did very well on Alpine 
considering they weren’t trained on it. However, the shift to Dirt two proved very difficult for all of 
the best individuals.  



 
Looking at Figure 6 we can see 
the differences in damage to the 
best individuals across the three 
tracks.  
 
  
 
We can immediately see that no 
damage was taken on 
Speedway at all, with very 
minimal damage taken on 
Alpine. When looking at Dirt 2 
we can see that massive 
damage was taken on                                  Figure 5: Distance Raced of Best Individuals 
average, showing that the track is 
very difficult to stay controlled on. The massive spikes in damage shows that the individuals 
were never trained to deal with sharp turns or jumps and could not deal with them after being 
trained because of this. 
 
              Figure 6: Damage taken by Best Individuals 

 
3. Discussion 
 
After completing the three 
experiments and looking into 
the results we can see that 
certain changed to a Genetic 
Algorithm can alter the way a 
population will evolve over 
many generations and even 
affect the average fitness. 
From the results we can see 
that all methods allowed for 
good evolution, on average, 

and good performance from the best individuals of these tests. 
 
Looking into the first experiment, we can see that the test with no crossover created a much 
higher fitness population than the test with crossover. This is likely due to not using the 
explorative technique and focusing more on exploiting what we already had, which allowed the 
fitness to climb higher much faster. Unfortunately this makes the population stagnate very 
quickly which is what we saw from the results, where no crossover had a decrease in fitness 
gained per generation and crossover kept about the same growth in average fitness. An 



interesting find is that even though the no crossover test has a higher average fitness, we are 
shown by Figure 4 and 5, that crossover yielded higher fitness, best individuals. This shows us 
that the average fitness for the population takes longer to catch up to the best individuals in the 
crossover method as many of the individuals are exploring other areas of the search space. 
 
When conducting the second experiment I expected to see a sizable improvement when adding 
Elitism to the Roulette Wheel Selection. I expected that as the best individuals were saved from 
being deleted (becoming extinct), indefinitely, and by removing the lowest fitness individuals 
from the population that the fitness would grow much faster and much higher than it ever did 
with just Roulette Wheel Selection. With Elitism the results show that the average fitness did 
increase faster to begin with but over time equalled out with RWS. This suggests that the 
addition to exploitative methods in the test didn’t allow for enough exploration which started to 
slowly stagnate the population. This doesn’t seem likely though as all individuals were allowed 
to be crossed over and mutated, with a max of ten percent of the population (5 individuals) 
being added back in, in place of the lowest fitness individuals. From the results of the best 
individuals we can see that Elitism added a slight edge to top speed capability of the individual 
at hand, but distance raced (indicative of average speed) was much lower than the individual 
evolved with just Roulette Wheel Selection. It is likely that Elitism allowed the evolution to focus 
too heavily on Top Speed (the fitness measure) that the individuals became very specialised 
and were unable to be good at other areas. 
 
For the last experiment we looked at the difference the mutation rate can make over the 
generations. From the results we saw that the higher the mutation rate, the worse the average 
fitness later was. As suggested it is likely that the genes became to random and changed too 
much at a time. When conducting this experiment I expected to see an increase in fitness from 
the higher mutation rate as it allowed the individuals to explore more giving a more likely chance 
to stumble upon a good search area for each gene. It shows however that each individual was 
changing too much every generation and wasn’t able to focus on exploiting these searches at 
any point. As expected we can see a performance increase when looking at the best individuals 
from the highest mutation rate to the lowest mutation rate. In all areas the lowest mutation rate 
best individual has evolved to deal with situations much better than the other two mutation rates 
best individuals. 
 
The premise of these three experiments were to see how the top speed of the population would 
evolve under the given Genetic Algorithms and looking at how the different Algorithms changed 
this. We can see from these experiments that the Top Speed was very consistent across all of 
the experiments for the best individuals. However, the other two areas were much better 
evolved in some tests than others. This is likely due to random chance as we are not concerning 
ourselves with these other two fitness measures at all during the evolutionary process. We can 
see from the results though that when using Elitism, RWS, double point crossover and a lower 
mutation rate that all of the three fitness measures seem to evolve very well. It is unlikely that it 
is just coincidence that this test has the highest fitness in all three of these areas. 
 



Unfortunately we cannot presume these results to be conclusive, as although fair testing was 
achieved throughout all experiments, due to the nature of TORCS we had a limited population 
size, generation count and time tested that could have altered the results in different ways 
through each experiment. Also, as we did not explore many of the different selection, crossover 
and mutation algorithms, we cannot be sure that we are close to any limit or cap on the Top 
Speed (and likely aren’t). 
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